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Abstract

The rapid advance of generative Al (GenAl) alongside limited observed gains
in economy-wide productivity raises the conjecture of a new productivity para-
dox. Its existence hinges on the gap between GenAl’s potential productivity
gains and the gains workers realize; the former is inherently counterfactual and
requires model prediction. This paper develops a new approach that prompts
GenAl models to simulate a representative worker in each occupation and to
elicit the potential productivity gains from GenAl. Distinctively, an economic
model is used to discipline the prompt design, interpret the outcomes, and help
flag ill-suited designs. Our preferred design implies an aggregate labor pro-
ductivity gap of 5.9% between the Al predictions and survey results from US
workers. The wide gap stems from both limited adoption and less efficient use
among adopters; it is largest in occupations with the highest predicted gains but
narrows or even reverses for the most efficient human AI users. These patterns
reveal a new, worker-level productivity paradox: with the same tools available,
a few workers achieve near-ideal use and gains while many others fall short.
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1 Introduction

Background. The boom and hype of Generative Artificial Intelligence (GenAl) since the
launch of ChatGPT by OpenAl in November 2022 has generated a new wave of technological
optimism.” Technologists and economists have become active in discussing the potential
for a new world with explosive economic growth and Al capable of doing most human jobs
(Brynjolfsson et al., 2017; Korinek and Suh, 2024; Bryan, 2025; Brynjolfsson et al., 2025;
Karger et al., 2026).This optimism is partially supported by the evidence in the literature
showing that GenAl has human-expert-level intelligence (Maslej et al., 2025), is "general
purpose technology" with wide applications (Eloundou et al., 2023), and brings significant
productivity gains in lab or field experiments (Noy and Zhang, 2023; Peng et al., 2023;
Brynjolfsson et al., 2025; Dillon et al., 2025). Yet, recent studies that survey human workers
in developed countries find the realized productivity effects of GenAl to be fairly limited as
of late 2024. For example, by conducting several rounds of nationally representative U.S.
surveys of GenAl usage in late 2024, Bick et al. (2025) find that, despite GenAl being the
fastest-diffusing technology in human history, only around 32% of workers report having
used GenAl for work, 10.6% report using it every day, and the average time saving is 5.2%
among users and 1.4% nationwide. Humlum and Vestergaard (2025) find similarly limited
effects in a large survey in Denmark around the same time.

Faced with these contradictory facts, one is perhaps reminded of Robert Solow’s remark
at the dawn of the computer and IT revolution: “You can see the computer age everywhere
but in the productivity statistics.” Are we confronting a similar productivity paradox in the
age of generative AI? If so, how large is the gap between the potential productivity gains
and the gains realized to date? And what are the key bottlenecks preventing the economy
from reaching that feasible frontier? Are they similar or different from the experience of
past general purpose technologies? To answer these questions, one needs to first know the
potential or ideal productivity effects of GenAl, a counterfactual by definition that requires
model predictions, and then compare them with the realized effects, such as those in Bick
et al. (2025). In a pioneering and influential work, Acemoglu (2024) utilizes a task-based
theoretical framework to derive a simple equation for calculating the potential effects of

We regard "generative artificial intelligence" in this paper as any Al models or tools that are generative
foundation models with user interfaces, which emerged and proliferated to mass public users roughly since the
milestone launch of ChatGPT. This includes the famous model families of ChatGPT, Claude, and Gemini, which
were initially large language models (LLMs) but later developed into multimodal models. It also includes
other models and tools that generate text, code, images, audio, video, and other types of information.



GenAl, a variant of which is shown in Equation (1).2

Labor productivity gains = GDP share of exposed occupations (a)
x Share of profitable adoption among exposed (b) (1)

X Average cost saving of adopted occupations (c)

In short, the labor productivity gains of GenAl are simply the product of the GDP share of
adopted occupations, which depends on both GenAl exposure (2) and profitability (b), and
the average cost saving from those adopted occupations (c). Acemoglu (2024) picks these
three measures from four different papers in the literature and predicts a 10-year labor
productivity gain of 1.2%. In this case, one would conclude that there is no productivity
paradox, since the Bick et al. (2025) survey already shows a 1.4% labor productivity gain
self-reported by the U.S. workforce in 2024. In a subsequent work, however, Aghion and
Bunel (2024) feed estimates from other relevant studies into the same equation and calcu-
late a number ten-fold larger, 12%. If their number is correct, there is a huge productivity
paradox to explain.

This paper. In this paper, we revisit the three key measures required in Equation (1) and
propose and test a new and integrated method to predict their ideal values at any time point.
In short, our method designs an economics-theory-based way to prompt LLMs to simulate
a representative human agent who perceives the current ideal usage of GenAl tools, and to
elicit its choices of adopting Al, its productivity gains from Al tools, and the potential costs
of using Al. We then compare our prediction results with the realized productivity effects
in Bick et al. (2025) (hereafter BBD) to investigate the existence, size, characteristics, and
determinants of the productivity gaps between theoretical and realized gains of GenAl in
late 2024. We find that there does exist a 5.9% productivity gap of GenAl as of late 2024,
and thus a not-small productivity paradox, stemming from both limited adoption and less
efficient use compared to the Al-predicted scenarios. And this productivity gap can also be
corroborated by the observed discrepancies among real human workers. We thus suggest
a micro, worker-level productivity paradox of GenAl, something rather new compared to
what we have learned from history, and discuss the worker-level bottlenecks and constraints
through the lens of our framework.

2In Acemoglu (2024), the equation is for TFP gains rather than labor productivity gains, so the right hand
side has an additional term of labor share. We abstract from this component and simplify the equation, as
the labor share part is less contentious and labor productivity gains are easier to compare with the surveyed
productivity gains. Also without loss of generality, we use an occupational variant instead of the task version
in Equation (1).



The method. Our prediction approach is inspired by Eloundou et al. (2023) (hereafter
EMMR), which prompts an LLM to assess the potential impact of LLMs on tasks defined by
the O*NET database, an occupational information database provided by the U.S. Depart-
ment of Labor. EMMR aggregates their task-level annotations to the occupation level and
generates a highly-cited and widely-used measure of Al exposure, which is also used by
Acemoglu (2024) in calculating the measure of (2) in Equation (1). Our main innovations
relative to EMMR are twofold. First, we suggest that the method can be simply extended to
predict all three measures required in Equation (1). Second, and more substantively and
importantly, we suggest a very different conceptual stance for the method of Al prompting
experiments, and develop an experiment design method based on that stance. In particular,
while EMMR and many following works regard the Al predictions as a cheap and efficient
substitute for human annotations, we suggest viewing an Al model as a representative
model of human agents, similar to an economics model but in an implicit and general pur-
pose way. In fact, an Al foundation model does a very similar job to an economics model:
mapping a theoretical model to the real world data, and then generating counterfactual
predictions. The difference is that, unlike explicit economics models, the ways of mapping
and prediction by Al models are implicit and a blackbox. And just as economics models
can help understand blackbox human behavior, we suggest that economics models can be
useful to gauge, validate, and interpret blackbox AI model predictions. And by applying
this method to our case of predicting GenAl’s labor productivity impacts, we show that such
guidance from an economics model is necessary for generating credible Al predictions and
understanding their data generation process.

Our method’s first step is to write down the economics model that we want to study. In
our case, we build a simple cost minimization problem where a worker produces weekly
work responsibilities by allocating time to different tasks and choosing the use intensity of
Al tools. The model shows clearly that when occupational-level costs and constraints for
Al use exist, or when the production function does not feature a perfect complementarity,
the solutions of the occupational-level optimization problem do not equal the aggregation
across the solutions of the isolated task-level optimization problems. This means that
our economics model suggests prompting the Al predictions directly at occupational level
(occupation frame) but not at task level and then aggregating (task frame), the method
adopted by EMMR and following works. Alternatively, we can ask the Al to elicit at both
levels and use their discrepancy to indicate the existence and sizes of the wedge components.

Our method’s second step is to prompt Al models to predict all key model moments in
their direct units, similar to an economics model calibration exercise. The importance of
doing this is twofold. First, it helps to ex-ante gauge the Al reasoning process and ex-post



check the internal consistency of Al predictions against our established theoretical model.
Second, it helps to understand how the model generates the predictions through the lens
of our theoretical model. In other words, such design provides us useful information about
the channels and mechanisms of the AI predictions, just like the typical analyses using
economics models. In our case, we ask the Al to report not only the hours saved by using
GenAl tools, but also the general Al use time and the AI use overhead time costs, as well as
the task-level working hours when we prompt at the task level.

In addition to these general principles, we also pay additional attention and care to
prompt design and model choice. We use a minimalist prompt and anchor our prompt
timing with the model knowledge cutoff to avoid unnecessary extrapolations by the Al
model. We choose gpt-oss-120b, a model launched by OpenAl in August 2025, as our
baseline model because it is a powerful reasoning model with open weights and a knowledge
cutoff of June 2024, meeting multiple conditions that are recommended in the literature
for Al experiments. We further try our design on a set of Al models from different model
families and providers and find that while some differences exist, the results are surprisingly
robust within a relatively small range. Moreover, our economics-model-based design allows
us to analyze how results from different models or prompt designs differ from each other.

Preview of the results. We have three sets of main results.

Our first set of results is about the predictions of GenAl’s potential productivity gains
across different Al experiment designs. In particular, we find that the predicted produc-
tivity gains are more than doubled in a task frame, i.e. eliciting task-level outcomes and
then aggregating, compared to an occupation frame, i.e. directly eliciting occupation-
level outcomes. This divergence, which is consistent with our theoretical prediction of
occupational-level costs, turns out to also stem from an empirical issue with the O*NET
task data typically used in the literature. The aggregate of elicited task working hours
is far beyond any reasonable weekly working hours, suggesting that the simulations in
the task frame are conducted without a global work time constraint. The reason for this
issue is that the O*NET task data for each occupation is not a set of mutually exclusive
tasks, but includes a substantial amount of overlapping descriptions of broad job duties.
This causes Al time-saving activities, which are often general cognitive activities such as
writing or lookup, to be double counted among overlapping tasks in the task frame, and
overestimates the productivity gains from GenAlI at the occupational level. This issue can be
partially alleviated but not fully removed by batching similar tasks, suggesting the existence
of occupational costs and constraints. Thus the occupation frame design outcompetes the
popular task frame design for both theoretical and empirical reasons, and we choose its



results as our baseline predictions. It predicts an occupational-level GenAl productivity
gain ranging from o to 20%, with a mean of 7.9%. Moreover, the average elicited monetary
cost to achieve this gain is only 13.4 U.S. dollars per month, or 2.1% of the wage value of
the saved hours, indicating a close to 100% profitability of GenAlI at the worker level.

Our second set of results is about the existence, extent, and features of the productivity
paradox. By combining our predicted GenAl gains and the realized gains from the U.S.
survey results in BBD, we find a 5.9% productivity gap, and it comes from very different
reasons compared to earlier studies. The first source of the gap comes from limited adoption.
Our Al results predict that over 80% of occupations would adopt GenAl for positive time
savings; however, the real adoption rate in the US working population is only 26.4%. Despite
our predictions being significantly higher than the predictions in earlier studies, we justify
our results by showing that the low real adoption rate is largely due to variations within
occupations. In fact, conditional on occupations with more than 5 respondents, the share
of occupations with at least one weekly GenAlI user in the BBD survey is 80%. Thus GenAl
is a general purpose technology potentially useful in most occupations. The second source
of the gap comes from limited gains achieved by human AI users. While our Al models
elicit an 8.9% time saving, the real Al users report only 5.3% time saved. Both numbers
are well below the lab or experiment results in the literature. By further decomposing
these conditional gains into Al use time and use efficiency, we find that compared to our
Al simulated workers, human Al users tend to use Al either too little or too much, and
their efficiency in translating Al use time into time savings is low, especially for frequent Al
users. Overall, compared to our Al simulated workers, human workers use less GenAl and
in a less productive way, and this feature can be observed in most occupations. However,
within occupations, we find large worker heterogeneity, and the productivity gap largely
disappears if we condition on the top 25% of human Al users ranked by reported time
saving. In fact, in a majority of occupations, our Al simulated agent behaves like a 75-90%
quantile efficient worker, validating our ex-ante assumption. Therefore, the productivity
paradox that we find is largely a paradox of heterogeneous workers in utilizing GenAl tools.

Our third set of results is about the bottlenecks that constrain the potential GenAl pro-
ductivity effects through the lens of our framework. Our first finding is that the overhead
human costs of articulating, monitoring, and verifying Al tools, and the occupational cog-
nitive load of managing Al form an important human-in-the-loop constraint on achieving
high productivity gains. In our Al simulated results, these costs account for a fixed propor-
tion (roughly 30-40%) of the time saving achieved, and from limited evidence, this cost
share is likely higher and even convex among human users. Our second finding is that
worker characteristics such as age and education, which may proxy technological literacy



or inertia, can explain the GenAl adoption and productivity gains even within occupations.
Middle-aged and highly educated workers adopt and benefit more than elderly and less
educated workers, and our Al models can also simulate such results. Our third finding is
that the improvement of the Al system between mid-2024 and early- or mid-2025 seems to
be of limited help in improving the potential productivity gains, at least in the view of these
models themselves. More advanced Al models with more recent knowledge cutoffs do not,
in general, predict higher productivity gains from themselves. Overall, our results find
that worker-level constraints play the most important role at the current stage of GenAl,
but future development of Al technologies such as autonomous Al agents that dissolve the
human-in-the-loop and human adoption problems may change the picture here.

Literature. Our work contributes to three strands of literature. First, it relates to the
recent literature that generates GenAl exposure (Felten et al., 2021; Eloundou et al., 2023;
Eisfeldt et al., 2023) and the studies that predict GenAl productivity effects based on these
exposures (Acemoglu, 2024; Aghion and Bunel, 2024). We revisit the widely-used method
in Eloundou et al. (2023) and find that the predictions based on a task frame are subject to
both theoretical and empirical problems. We instead suggest an occupation frame designed
based on an economics model. Using our new method, we revisit the calculation of the
GenAl productivity gains in Acemoglu (2024); Aghion and Bunel (2024) and generate a
different result.

Second, our paper relates to the well developed productivity paradox literature (David,
1990; Bresnahan and Trajtenberg, 1995; Brynjolfsson et al., 2017, 2021). While these works
often focus on firm-level constraints such as lagged adoption due to complementary invest-
ments or reorganization, we argue that GenAl, different from many previous technologies,
is a general purpose, non-rivalrous, and capital-free technology that most workers in ad-
vanced countries can already access easily with low costs and use for general cognitive
activities in their daily jobs. Therefore, we suggest a new, worker-level productivity para-
dox among heterogeneous workers, and we discuss the new, worker-level constraints that
produce it.

Lastly, our paper relates to a recently booming literature that studies how to utilize Al
experiments in social science research (Horton, 2023; Manning and Horton, 2025; Ludwig
et al., 2025). Horton (2023) suggests that GenAl can act as homo silicus and simulate
human behaviors, and Manning and Horton (2025) develops a method to calibrate Al
agents to human experiment results. Our method is largely inspired by their methodology,
but one difference is that we do not take perfectly simulating human results as a necessary
goal but consider GenAl as a representative agent that may differ from real human workers



in Al use or constraints faced. In this way, we can take the gap between the Al and human
results as theoretical productivity gaps rather than prediction errors. Ludwig et al. (2025)
provide a set of "econometric contracts" to utilize Al-generated data in different empirical
economics analyses. We borrow the "training leakage" condition required for prediction
from their econometric contracts, but our method can also be seen as an example of using
an "economics contract" to utilize and discipline Al-generated data.

The outline of the paper is as follows. In Section 2, we introduce an economics model
of Al cost saving and how we utilize Al models to predict the empirical moments of the
model. In Section 3, we show the results of the Al experiments under different designs
and examine their validity. In Section 4, we use our preferred baseline predictions to
calculate and illustrate the gaps between predicted and realized GenAl productivity gains.
In Section 5, we examine several bottlenecks that can potentially constrain the GenAl
productivity gains through the lens of our framework. And Section 6 concludes.

2 The Method

This section introduces our framework to predict the potential productivity gains of GenAl,
a key counterfactual for understanding the potential GenAl productivity paradox. We
first build a simple economics model of worker cost minimization and Al use. It helps to
clarify the valid design and relevant moments of the counterfactual prediction problem
from an economic theory perspective. We then explain the methodology and the technical
details on how we use GenAl models to simulate representative human workers of different
occupations to solve the economics problems we laid down and to elicit the required
predictions.

2.1 A Simple Economics Model

Assume that a worker in a certain occupation must deliver, each week, a fixed bundle of
occupational output, normalized to one unit. The output requires a vector of task services:

YZF(qL...,I][) (2)

, where g; is the quantity of task-i service delivered during the week and F is increasing,
quasiconcave, and homogeneous of degree one in q. We further assume that g; can be



produced under a linear technology by using the labor input only:

qi = it

, where t; is the working hours spent on the task i during the week, and ¢; is an efficiency
parameter. We can thus rewrite the Equation (2) into

YZIE'(tl,...,tI) (3)

, and F carries all the features of F. This setting is close to the well-known task-based
framework of Acemoglu and Restrepo (2018) but at an individual worker level.

Baseline production without AI. Without Al the worker simply solves the cost minimiza-
tion problem:
I
T° = min Z ti st E()>1 (4)
0

, with the solution denoted as t° and baseline task time shares as w; = t?/T°. In the real
world, one can think that the normalized unit of weekly production is set such that T is
close to the typical weekly working hours of that occupation, e.g. 40 hours, and t° is the
optimized task time allocations that can reflect the worker’s typical workflows and routines
of the job. And these are settled in the society before the arrival of Al tools.

Al-assisted production problem. With generative Al tools available, the worker may
choose to adopt them and reduce the time cost required for production. We assume that
in such case, the worker solves the following problem by choosing both gross time input ¢;
(and thus the task services given the linear technology) and an Al use intensity m; € [0, 1]:

I
TAT = min Z [(1 —m;) t; + ci(m;, ti)] + ®(m) s.t. ﬁ(t) >1, mi<m; <1 (5)

tm;>0 4
i=1

, Where c¢; is the overhead time cost of using Al at task level, ® is an occupation-level
burden of using Al, and ; is the maximum feasible Al use intensity given the current Al
technology.

The benefits of using Al here is simply a reduction of time used in producing the
task services, m;t;. While simple, this reduced form representation can capture common
interpretations of new technology in the literature. For example, one can take each task
i’s content as a continuum of subtasks indexed by ¢ € [0,1], and Al can competently

8



perform and thus automate a portion m; of the subtasks. ; € [0, 1] is then the range of
subtasks where Al technology is currently feasible for task i. This way of interpretation is
similar to the one in the task-based framework. Alternatively, one can interpret the m; as
a corresponding increase in the labor productivity i; that brought by the more powerful
Al tools compared to any incumbent tools, and #; is the technological boundary of such
augmenting. This is the traditional labor augmenting representation of new technology.
Both cases perhaps occur in the real world scenarios.?

However, Al is also not a free lunch (despite many Al services having free tiers). By
delegating a subtask, the worker must articulate what is wanted, supervise the process,
verify the output, and integrate it into the surrounding work, all of which take the worker’s
own work time. We load all such overhead costs into the function c;(m;,t;), which is
increasing and convex in m;—the more subtasks are delegated to Al, the more overhead
cost for the human worker, and increasingly so if we sort subtasks from lower overhead
costs to higher ones. As a result, the choices of m; can be bounded either by the exogenous
frontier-bound, 7%;, or by an endogenous tradeoff between marginal cost saving from Al
and the marginal overhead cost of using it. In addition to this task-level cost, we consider
also an occupation-level burden @, as some costs of working with Al can be attached
to the entire portfolio of Al use. This includes general learning and maintaining tool
fluency, tool switching, workflow disruption, cross-task consistency of Al-touched outputs,
policy/privacy concerns, and the generic cognitive load of running one’s week through an
extra counterparty. Some components can be a weekly fixed cost of being an Al user at all,
and some can be increasing in the total delegated load.* Some components of the fixed costs
are not clock time costs, such as privacy anxiety, compliance risk, and technological inertia
or distaste, along with monetary costs such as subscription or API fees. The baseline ® reads
everything in time-equivalent units; when non-time components matter, T4 becomes a cost
index rather than literal hours, and non-time parts surface as adoption suppression without
altering the optimal solutions.

To simplify the notation, we denote the optimal gross time used on a task under Al

3In fact, our simple setting shows that there is no need to distinguish Al as automation versus augmenting
technology for a certain task or occupation, despite being a hot debate in the literature. They play exactly
the same role in workers’ production, and, perhaps most important and unique within our framework, the
democratization nature of Al tools make workers themselves the owners of the "Al capital," always capturing
the whole share of the value added of the job. So whether labor demand would decline or not is entirely an
issue of the demand elasticity of the occupation in the economy, which, despite its importance, is beyond the
scope of this paper and demands a study on its own.

4So ®(m) can take a form such as ®(m) = y - 1{M > 0} + ¢(M), where M = }}; m;, and ¢ is increasing
and convex in M. This further separates a fixed cost part and a flow cost part of the occupational costs or
constraints. But nothing in our results needs this specific functional decomposition.



access as
tA = (1—m) t; + ci(m], ) (6)

, where (m}, t7) are the optimal choices solved by the worker. As long as we abstract from
initial learning or experimenting periods in a dynamic setting, T4’ < T by the definition
of the optimization problem. The occupation-level saving share is thus s = T°;0T “ which
is also the GenAl productivity gains in percentage under the constant return to scale

assumption of F.

The isolated task problems. The task-based framework, such as the one we lay down
here, makes it clear that an occupation is composed of different tasks, allowing more explicit
thinking on how technologies affect a job. However, it also motivates direct measures at
task level by empirical works, followed by rather ad-hoc aggregations. Here we show that
such method may measure objects different from the true objects of economic interest.
Suppose a survey asks: "How much time could Al save on this task?" The worker may
mentally solve the following isolated task problem:
Z;‘” = 711111;(1) (1- mi)t? + ci(mi,t?) s.t. m; <m; <1 (7)
However, a simple comparison of Equation (5) and Equation (7) makes it clear that the
solutions of these two problems are not the same in general, i.e. tA # FAl and TA! #
I

-1 fz‘.‘“, given two missing parts in Equation (7), the occupational cost ®(m) and the

production function constraint F(t) > 1. This carries over to the calculation of productivity
. o t0—FAI . ..

gains, i.e. s versus § = Zle Wi~ as shown by the following proposition.

Proposition 1. s = § only if both (i) ®(m) = 0 and (ii) F(t) is perfectly complementary. If
®(m) > 0 and (ii) holds, s < §. If F(t) features imperfect substitution and (i) holds, s > §. If
both ®(m) > 0 and E(t) features imperfect substitution, the sign is ambiguous.

The results from Proposition 1 are straightforward and intuitive. If there are additional
costs at the occupational level, they increase the marginal cost of using Al for each task,
and reduce the use intensity of Al tools. This results in a lower productivity gain from Al
On the other hand, if the production does not feature perfect complementarity, a worker
can always further reduce the overall time costs by substituting Al-forbidden tasks with
Al-assisted tasks. This yields a higher productivity gain at occupational level through
additional reallocation effects. The two forces act in opposite directions, and when both
exist, the net effect will be determined by their relative strength, thus an empirical question.

Alternatively, if one can uncover the outcomes from both problems, one can use them to

I0



determine the existence and the size of the wedges, and thus which force is dominant in
the empirical cases.

Key moments. Table 1 lays down the key moments of the two problems that we have built
above. The occupation frame corresponds to the occupation-level Al assisted production
problem in Equation (5) and the task frame corresponds to the isolated task problems
in Equation (7). These moments have a rather clear empirical definition, and thus can
be potentially elicited by surveys or experiments. Key outcome moments here also map
directly to the terms in Equation (1). The "use Al or not" matches to the adoption rate
(a,b), the "hours saved" matches to cost saving (c), and the occupational saving share is
the occupation-level labor productivity gain. The "time denominator" and "overhead hours"
moments, along with the comparison between task frame and occupation frame, help us to
understand the constraints and mechanisms of any results from the model lens. The next
section discusses how we elicit these moments using LLM models.

Table 1: The Model Moments

Empirical Moments Occupation frame Task frame (task 7)
Time denominator TO =3, t? t?

Use Al or not 1{M* > 0} 1{m; > 0}

Hours Al saves TO — TAl t9 — FAl = 4t — ci(img, t0)
Overhead hours of managing Al C = }; ci(m], t]) + ®(m") ci(m;, t?)
Occupational productivity gain s=(T°-TA)/T° 5= Y wi (0 —FA) /10

2.2 The Al-prediction Method

To understand the potential "productivity paradox”, we need to know the potential or
ideal productivity gains from GenAl This is a counterfactual and thus depends on what
model to be used to predict it. Although we have written down our economics model,
we economists lack the required technological primitives, i.e. m;, ci(-), @(-), and E(), to
calculate the potential productivity gains. Doing so requires knowing these occupation-
specific objects—task productions, Al efficiency frontiers, and human cost functions—which
perhaps no empirical datasets can fully capture. This incentivized earlier works like EMMR
to first use human annotators and then Al annotations as efficient substitutes. In this case,
the human annotators themselves are regarded as some black-box prediction algorithms,
and the Al models are taken as an estimator of those human annotations. And it is often

IT



not clear how the entire prediction task and LLM prompts should be designed, and to what
extent we can trust and understand such Al estimates.

Here, instead of as an estimator of human annotators, we regard an Al foundation model
as a trained model that can simulate human behavior in some representative ways, similarly
to what an economics model does. Figure 1 shows this analogy between an economics model
and an Al foundation model: both conduct "as if" mapping from theoretical model to real-
world data, and both can be used to simulate counterfactual cases out of the sample. One
main difference, however, is that the assumptions, mapping, and simulation are all explicit
in economics models but implicit in Al foundation models. Another difference is that Al
models are trained on universal empirical cases but applied to specific counterfactual cases
when predicting, an imbalance that economics models do not have. The implicit nature
and the mismatch between training and prediction of Al models are the exact culprits that
bring both ad-hoc designs of Al experiments by researchers and suspicion and skepticism
on their results from reviewers.

Figure 1: Use Economics Models to Understand GenAl Predictions

N

A B
Theoretical Econ Model Al Foundation Model
(Known False Assumptions) (Unknown False Assumptions)
Explicit “As If” Mapping, 2 Implicit “As If” Mapping
Y % \“g% Y
Real-World Case s Real-World Case
(Selected Empirical Targets) %’é“\%& (Universal Empirical Targets)
Explicit Simulation T ‘\‘ Implicit Simulation
Y A | Y
Counterfactual Case Counterfactual Case
(Selected Out-of-Sample Targets) (Selected Out-of-Sample Targets)

However, one may notice now that both the blackbox and the general purpose nature of
Al are also shared by humans, and economics models have long been used to deal with these
issues and study specific human behavior.Hence, by regarding the trained LLM models as
an implicit representative agent of human, we can use economics models to both discipline
the Al counterfactual experiments and interpret the results. Moreover, for our purpose
here, i.e. to find a model that can predict the potential productivity gains from Al tools,

I2



we argue that Al foundation models are in fact good candidates to do this counterfactual
prediction because they are trained on universal text data including information on detailed
occupational work processes and on the most recent Al models and tools. Formally, the
assumption required on the Al model for the prediction job here is:

Assumption 1. An Al foundation model can simulate a representative human agent in
solving the problems in Equation (5) and Equation (7). Compared to average human
workers, the Al model has more knowledge and information to perceive ideal Al uses (17)
but may overlook some human constraints (c(-), ®(-)).

Due to the blackbox nature of the AI model, this is a presumption and can be false,
similar to the rational agent assumption of human in economics models. But we argue that
it is a reasonable one: the same Al models were used by workers from all occupations,
understanding their requests and assisting their jobs, so they themselves have good reasons
to know their own potential effects well. And whether one likes this reasoning or not, the
assumption itself is clear and explicit, helping us to use our economics model to discipline
and interpret the Al outputs. Moreover, one can use real world human data to validate or
falsify this presumption, as we will do later.

Prompt design. We use our established economics models to discipline the design of
the entire Al prompt: what should be taken as the context and what questions should be
asked. In particular, we design two baseline prompts for the two optimization problems
and ask Al to elicit the moments in Table 1. Prompt 1 shows the prompt designed for the
occupation-level problem of Equation (5). The first block of the prompt is the basic worker
information, and the text variables of occupation title and description incorporated into the
prompt are from the O*NET dataset (version 29.0).At occupation-level, the weekly work
time TY is also directly observable in the data, so we embed the value calculated from
the American Community Survey (ACS) 2024 data directly into the prompt.> The second
block of the prompt is the information of Al tools, and we will anchor the timing variable
based on the Al model’s knowledge cutoff. By doing so, we rely on the Al model’s own
real knowledge on the capabilities and limitations of the frontier Al system and avoid extra
extrapolation (and potential hallucination) from asking Al to predict what will the future
Al system be like.® We discuss this timing issue further below. The third block contains the

5Alternatively, one can ask Al agent to elicit T° by adding a relevant question in the question block. We
find that in this case, Al would assume a simple 40 hour weekly working hours for more than 8o percent of
occupations. The other results do not change substantially.

®For example, the baseline measure of EMMR, their 8 measure, is a measure of future GenAl exposure at
the time point of their research, 2023. They generate this measure by asking human and AI agents (in their
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questions for eliciting the key moments in Table 1 in a natural way. Just like every worker
solves the economics problem implicitly every week, the elicitation strategy is precisely to
query solved values of this program rather than its primitives. One extra moment we ask in
Prompt 1 is Q2, which asks for "hours per week using Al for work" to match with the human
survey results in BBD. This moment, while natural in a human survey, is not clearly defined
in our model as "using AI" can contain not only the overhead time costs ¢ but also own
work time in an integrated work process with Al assistance. So it should always be larger
than the overhead moments, which we can use to check the internal consistency of the Al
responses. Lastly, we ask the Al to provide its reasoning, which helps us to understand its
predictions.

Prompt 1: Occupation Frame

<WORKER BLOCK>

Assume you are a worker with average expertise performing your regular job duties.
Your occupation: [OCCUPATION TITLE]. Occupation description: [OCCUPATION
DESCRIPTION].

You work about [WORK HOURS] in a typical work week.

<AI BLOCK>

You have access to the generative Al systems publicly available in [Al KNOWLEDGE
CUTOFF] through their standard interfaces. Use your best understanding of what
those systems can and cannot do at this point.

<QUESTION BLOCK>

Please answer the following questions:

1. Do you choose to use generative Al for your work?

2. On average, how many hours per work week do you use Al for work?

3. How many hours does Al save you in a typical work week?

4. How many hours of new overhead does directly managing Al (e.g., articulating
your needs, supervising, verifying, and integrating its work) cost you in a typical
work week?

5. Please give brief but explicit reasons for your assessment.

case, an early version of GPT-4) to do the annotation based on imaging of “additional software that could be
developed on top of the LLM” and “image capabilities.” From a back-mirror, the descriptions and examples
of the future Al features in their prompts are quite conservative and had already been largely achieved by
the GenAl system of late 2024.
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Prompt 2 shows the prompt design for the isolated task-level problems of Equation (7).
The blocks are similar to the one in Prompt 1, except the task content from O*NET is used
for evaluation and questions are now asked at task level. Also different from the occupation
frame, the time denominator t? is not available from any datasets, so we elicit the value in
the first question.

Prompt 2: Task Frame

<WORKER BLOCK>
Same as Prompt 1

<AI BLOCK>
Same as Prompt 1

<TASK BLOCK>
Consider the following task as part of your normal work workflow: [TASK STATE-
MENT]

<QUESTION BLOCK>

Please answer the following questions:

1. In a typical work week, how many hours do you spend on this task?

2. Do you choose to use generative Al for this task?

3. In a typical work week, how many hours does Al save you on this task?

4. In a typical work week, how many hours of new overhead does directly managing
Al (e.g., articulating your needs, supervising, verifying, and integrating its work) cost
you on this task?

5. Please give brief but explicit reasons for your assessment.

Model choice. To run the Al predictions using above prompts, we need also an Al foun-
dation model. We select gpt-oss-120b, an open-weight and time-stamped large language
model released by OpenAl in 2025, as our baseline AI model. This choice is made from a
combination of three important concerns.

First, to achieve the simulation job posed in Assumption 1, we need an Al model that
can reason and solve the problem as well as human workers. Reasoning models, initiated
by the OpenAl o1 series in September 2024, are a type of large language model trained
to use a process of logical thinking before solving complex problems. This is achieved
through generating internal "thinking tokens" to plan, test alternatives, and self-correct
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before outputting, much like what humans would do for complex tasks. This feature turns
out to deliver strong real-world performance and is now adopted in almost all new Al
foundation models. So to get a good simulation, we want to use a highly capable reasoning
model.

Second, while AI models have become more and more popular in doing annotation
or simulation in social science, many studies have raised cautions about the substantial
issues of reproducibility and robustness of Al-generated data (see, e.g. Barrie et al. (2024)
among many others). The common suggestion in the literature is to use an open-weight
model instead of a proprietary model, so that reproducing the results is always available
and robustness can be well examined.” This rules out most commercial Al models.

Third, because we want to compare our Al results with the late 2024 survey results in
BBD, we need a model having a knowledge cutoff close to late 2024 to know well about
the capabilities and limitations of GenAl tools in 2024. But at the same time, we don’t
want a too recent knowledge cutoff that would let the Al model know the BBD paper or
any other studies that disclose information about Al usage and efficiency gains at the time
that we are asking about, as it may risk that the AI model just parrots the findings in its
training data or a random mix of them. This is the so-called "training leakage" problem,
and a time-stamped model with clear knowledge cutoff to avoid such issue is suggested by
Ludwig et al. (2025) as a necessary condition for valid Al predictions used in social science
studies. As a result, we want to use a model having a knowledge cutoff before late 2024
but not too far.

Among all Al models on the market, we find that the gpt-oss series models are the only
ones that meet all three requirements. Released in August 2025, it is one of the most capable
reasoning large language models as of late 2025, while being open-weight. The knowledge
cutoff of the gpt-oss series is June 2024, so that it knows well about the capabilities and
limitations of GenAl tools in mid 2024, but at the same time has no chance of knowing
about researches going public after that.® The gpt-oss series has two versions, one with 120
billion parameters and one with 20 billion parameters, and we choose the more powerful
120b version as our baseline model, and set the reasoning effort to medium for all runs.

Al Robustness. Despite this careful model selection procedure, two issues of Al nonde-
terminism and robustness are worth noting for the Al experiments that we want to run.

7Al foundation models in most cases are not fully "open" as the training data and training method, especially
for post-training part, are often not well disclosed. An open-weight model thus means post-training open: all
model parameters and running algorithms are open-sourced, and thus everyone can download and run this
model locally to replicate any model results.

8In fact, we have directly asked the AI model to see if it knows the BBD or the EMMR paper. And the
answer is no.
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First, while we can set the model temperature to o to reduce the randomness of the model
outputs, it would not make the model responses 100% deterministic and reproducible due
to technical issues like floating-point number and batching.® While such nondeterminism
is usually small and nonmaterial, one may worry that it would be inflated when the rea-
soning chain is long and when the sample size is small. For our task frame, this concern
is largely unnecessary as we will aggregate the results to the occupational level, and the
20 tasks per occupation on average would simply wipe out any task-level random errors.
However, for our occupation frame, each occupation would only have one run and one sam-
ple, potentially making the randomness a valid concern and also generating an imbalanced
comparison with the occupational aggregates from task frame results. Considering this, we
conduct an ensembling run for our occupation frame, by running the same prompt on one
occupation eight times with the same temperature of 0.7 and different seeds.”® We find
that the differences between runs, while they exist, are rather limited and do not change
any of our results. We use the mean of the ensembling results as our baseline results for
the occupation frame.

Second, as previously mentioned, recent studies report that Al-generated annotation
or simulation results can be sensitive to the choice of models and prompt framing. The
inconsistency across models in our case can be natural and inevitable—even two human
experts can give quite different predictions based on their experience, the same goes for
Al models based on their training data and method. However, highly inconsistent results
from different Al models are clearly subject to suspicion and doubts on any results and
implications based on them. As a result, we have also tested our experiments on eight
more models from different model families and providers, despite not meeting the three
requirements posed above. The list of the models and their basic information is in Table B.1.
The results, as we will show in Section 5, are perhaps surprisingly consistent in the sense of
staying within a reasonable range. On the other hand, we have also tried robustness tests
of our prompts against various wording and framing, though not in a fully systematic way.
We find that nonmaterial wording and framing changes would also not change any results

While open-weight gpt-oss models allow a researcher to run everything in a local environment, in
practice, they are often run on the cloud through commercial serverless APIs. The uncontrollable batching
of serverless APIs generates some additional nondeterminism due to computation algorithm issues beyond
the model features. In comparison, a local run without batching can reduce such randomness and ensure
results are close to perfect reproducibility. However, some small but inevitable randomness remains due to
the canonical floating-point number issues well-known in computer science domain. In our case, we tested
both methods and found that the output nondeterminism from both sources cannot generate differences
substantial enough to affect our results.

I°For reasoning models, it is sometimes not recommended to use a temperature of o as it might limit the
reasoning of the model. But we didn’t find significant differences between a o temperature run and our
ensembling results.
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substantially. Whether the robustness of our results comes from our economics-model-based
design is an interesting question worthy of future investigation.

3 Al Predictions from Two Designs

By running our baseline AI model on the two prompts that we design in Section 2, i.e.
the occupation frame and the task frame, we obtain the AI predicted moments for 923
occupations (SOC 8-digit) and their 18,796 tasks. In this section, we first compare the
results from these two designs and explore why they diverge substantially. We also show
that our economics-model-based method helps us to identify a hidden empirical issue of
the task frame that is overlooked in the literature. The evidence found in this section,
along with the theoretical arguments in Section 2, convinces us to take the results of the
occupation frame design as more valid predictions and to use them as our benchmark
results. In the rest of this section, we extend our occupation frame design with a question
about monetary costs to elicit the profitability information required for the measure (b)
in Equation (1). And lastly, we discuss a comparison between our benchmark results and
some existing Al measures in the literature.

3.I Occupation Frame versus Task Frame

Figure 2a shows the key results, the Al time saving in percentage of weekly working hours
(s,8), from the experiments of our two designs. For the occupation frame, the number
is the direct ratio of elicited Al saving hours and inserted working hours. For the task
frame, the number is the occupational aggregation of task-level time saving ratio weighted
by the elicited weekly task hours. These two results turn out to diverge significantly, with
our occupation frame results concentrated between o and 15 percent, and the task frame
aggregation results more evenly distributed between o and 35 percent. The former has a
mean of 7.9% while the latter has it more than doubled at 18.6%.

This result is consistent with our Proposition 1, showing that the solutions from the
occupation-level optimization problem in Equation (5) do not equal the aggregation of the
solutions in the isolated task optimization problems in Equation (7). Viewing through our
economics model, it suggests that the occupational Al use costs, ®(m), play a dominant role
in limiting the Al productivity gains for a worker even though thinking at each task level
may give more optimistic numbers. However, the results of the other moments outputted
by the AI models in the unit of hours show that the story might not be as simple as that.
Figure 2b and Figure 2c show the elicited hours saved and the total weekly working time
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Figure 2: The Distributions of Al Predictions Across Occupations
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Notes. Each panel compares distributions across the 923 O*NET occupations of the answers elicited
from our baseline Al model under the two designs of Section 2. Panel (a) shows the Al time saving
as a share of work time: in the occupation frame,te ratio of elicited saved hours to the occupation’s
real weekly work hours (ACS 2024); in the task frame, the ratio of aggregated task-level saved hours
to aggregated task hours. Panel (b) shows the corresponding weekly saved hours. Panel (c) shows
the weekly time budgets: the real weekly hours used in the occupation frame versus the sum of
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budget in hours, i.e. the numerator and denominator of the ratios in Proposition 1. Now the
results from two designs diverge significantly more, and more importantly, the aggregated
hour results from the task frame clearly show something abnormal, with the saved hours
ranging relatively evenly between o and 50 or 6o hours, and the total weekly working
hours between 50 hours and 250 hours. No one can really work more than 150 or 200
hours, and real-world working hours are concentrated around 40 hours, as used in our
occupation frame. So something must be wrong about the design of the task frame. And
the results here uncover a problem that is missing in our Section 2.1: the isolated task
optimization problems as a whole do not respect a realistic global time budget constraint
at all. We investigate the reason for this issue in the next subsection, which shows that it
is more about an empirical issue of the O*NET data used here rather than a problem of
our economics theory or of the Al model. Moreover, the investigation turns out to help
understand the nature of how GenAl models and tools are used to assist human workers
and improve their productivity underlying the Al’s own reasoning and predictions.

3.2 The Empirical Issue of Task Frame Design

To understand why our Al models predict an unreliably high total weekly working hours
in the task frame design, we check some example occupations in our results and find the
reason is clear and simple: the tasks of an occupation in the O*NET datasets are not
mutually exclusive in most cases, and can be highly overlapping in some cases. To illustrate
this problem, in Table 2 we show an example occupation of the O*NET task data and our
Al predictions: the Chief Executives. In the ACS data, this occupation works 45 hours per
week, while by aggregating the Al elicited weekly task hours, the number goes to 178.2
hours, along with an aggregated saving of 59.4 hours predicted by our Al model. While
one can potentially argue that our Al model is doing a terribly wrong job in doing the
prediction, eyeballing the task statements in O*NET data makes it clear that it seems to
be more like a problem of the O*NET tasks: most of the tasks are highly overlapping with
each other but do not form a clean list of isolated tasks. For example, the first task "Direct,
plan, or implement policies, objectives, or activities of organizations or businesses ... " is
almost a general description of a dominant part of the entire job, and our Al predicts 18
work hours for this task per week. The following tasks are relatively more specific, but
still broad and often overlapping, e.g. "Direct or coordinate an organization’s financial or
budget activities to fund operations..." and "Prepare or present reports concerning activities,
expenses, budgets...", each of which is predicted to need 8 hours per week. This issue is
rather universal within the O*NET data, applying not only to cognitive and high Al-exposed
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jobs like chief executives, but also to physical and low Al-exposed jobs. For example,
Table B.2 shows another example of police officers, where the "Patrol specific area on foot,
horseback, or motorized conveyance ..." and "Drive vehicles or patrol specific areas to detect
law violators ..." are two separate tasks, each assigned 30 task hours by our Al model.

While the overlapping issue of the task sets from O*NET datasets clearly causes the
inflation in the aggregated global working time budget, one may note that it does not
necessarily generate an inflation in the time saving ratio, §, if each task is a random subset
of the entire task set of the occupation, and the Al time saving is allocated in an orthogonal
way to that random draw. In that case, both the numerator and denominator would be
inflated proportionally, and it would not contribute to the difference between occupation
frame and task frame that we observed in Figure 2a. The only way that it can matter for
the ratios here is when the overlapping of the tasks defined by the O*NET is positively
correlated with Al time saving, or formally,

Cov(if1, overlapping of tO"NET) > 0 8)

And we argue that this is in fact true in the case here. The example in Table 2 again provides
a good illustration. For many of the listed tasks of chief executives, our Al model predicts
a 2—2.5 hour saving, but the Al's reasoning makes it clear that the part of the task that our
Al models think Al tools can help is largely similar: drafting documents and summarizing
information. Therefore, the Al time saving can be double counted if the chief executives
do not spend as many real working hours on these tasks as the overlapping O*NET task
statements describe. In fact, in our occupation frame result, the Al model gives a similar
reason for Al use as those in task frame results, but the elicited time saving is only 4 hours.
Table B.2 shows another example where most Al uses are attributed to draft reports for
police officers. This hypothesis thus suggests that the higher time saving generated from
a task frame design would be largely due to a mechanical double counting of the Al uses
predicted upon the not-well-defined O*NET task sets. We next show some systematic and
quantitative evidence for this hypothesis.

The first evidence is shown in Figure 3, where we directly plot the task-level Al-predicted
time saving ratio against the Al-elicited task working hours. As shown in the examples, one
can imagine that those tasks elicited with a large weekly working hours, especially those
over 30 hours, are likely very general descriptions of the main duty of the occupation. And
if the double counting problems exist, these tasks should approach towards our occupation
frame results rather than aggregated task frame results, as there are no double counting
within each task perceived by our Al model. This is exactly what we found in Figure 3: a
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Table 2: An Example of O*NET Task Data and Our Al Elicited Answers: Chief Executives

Hours/ Al saves

O*NET task statement Al use credited (stated week (hours)
reasoning)
Chief Executives (11-1011.00) — 31 O*NET tasks
Direct, plan, or implement policies, “draft policy documents, generate 18.0 3.5
objectives, or activities of executive summaries, credate
organizations or businesses. . . presentation decks”
Direct or coordinate an organization’s “summarize large financial 8.0 2.5
financial or budget activities to fund reports, generate scenario
operations. . . analyses, draft board
presentations”

Direct or coordinate activities of “synthesize market data, generate 8.0 2.5
businesses or departments concerned  pricing scenario models, draft
with production, pricing, sales. . . briefing notes”
Preside over, or serve on, boards of “summarise lengthy board 8.0 2.5
directors, management packets, generate concise briefing
committees. . . notes, draft slide decks”
Prepare or present reports concerning  “draft executive summaries, 8.0 2.5
activities, expenses, budgets. . . format data visualisations”
Serve as liaisons between “draft and polish emails, generate 8.0 2.5
organizations, shareholders. . . concise executive summaries”
Direct or coordinate activities of “draft briefing notes, summarize 8.0 2.5
businesses involved with buying or market research, generate quick
selling investment products. . . scenario analyses”
Confer with board members, “draft meeting agendas, create 8.0 2.0
organization officials, or staff briefing documents, and
members. . . summarize discussion points”
Sum of the 23 remaining tasks 104.2 38.9
Task frame: sum of the 31 separate 178.2 59.4
answers
Occupation frame: whole job, one “drafting executive 45.0 4.0

question

communications, summariging
market reports, generating slide
outlines”

Notes. Task rows show the model’s elicited weekly hours on the task and the hours Al saves in the
task frame experiment; the tasks with the largest elicited hours are shown (statements truncated)
and the remaining tasks are aggregated in the collector row. “Al use credited” quotes the model’s
stated reasoning. The occupation frame row asks one question about the whole job; its hours are the
occupation’s actual weekly work hours (ACS 2024), provided in the prompt rather than elicited.
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clear negative relationship between the elicited task working hours and Al saving ratios.
For those tasks elicited with more than 35 working hours, which is likely some description
of the entire job responsibility, the range of the AI time saving ratios is quite close to
that of our occupation frame in Figure 2a. Moreover, Figure 3 shows that there might
be an Al productivity frontier underlying our Al model predictions: the upper bound of
Al productivity gains smoothly declines with the task working hours, suggesting some
constraints on the Al productivity effects that we will discuss in a later section.

Figure 3: Task-level Results from Task Frame
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Notes. Each dot is one O*NET task from the task frame experiment. The horizontal axis is the model’s
elicited weekly hours spent on the task; the vertical axis is the elicited Al time saving as a share of
task time. Darker dots indicate overlapping observations.

Our second evidence comes from an extended experiment to our task frame design. In
particular, we generate bundles of the tasks for each occupation based on the embedding
vectors of the task statements and a hierarchical clustering algorithm. And then we take
each bundle as a joint task and feed it into our task frame experiments. The expectation is
that with more similar tasks combined as a bundle, the potential double counting problems
would be alleviated, and the task frame would generate results approaching the occupation
frame results. The results of this experiment are shown in Figure 4 and follow exactly what
we expected. With increased size of the task bundles, the aggregated working hours and
saved hours decline in a substantial and monotonic way. When we increase the average
bundle size to around 7 tasks, which means 2—3 task bundles per occupation, the sum of
weekly working hours reduces to 49 hours and saved hours reduce to 6.9 hours. While both
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are a substantial decline from the original task frame results, the decline in the average
time saving ratio is relatively moderate, with a linear projection remaining at a level higher
than the 7.8% from the occupation frame. We suggest that the remaining gap might be
attributed to the occupational costs as suggested by our economics model. We show more
evidence of this occupational constraint in Section 5.

Figure 4: Results by Clustering Tasks into Bundles
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Notes. The task frame experiment is re-run on progressively coarser elicitation units: each occu-
pation’s tasks are grouped into bundles by the embedding similarity of their statements using a
hierarchical clustering algorithm, and each bundle is elicited as one joint task. Axis labels report the
mean number of original tasks per elicitation unit. The left panel shows the mean aggregated weekly
work hours and saved hours per occupation under each unit; the right panel shows the implied time
saving rate. The rightmost points are the occupation frame results, where the time budget is the
occupation’s real weekly hours (ACS 2024) rather than an elicited aggregate.

The last evidence of the double counting issue confirms our observation on the chief
executive example: Al savings are predicted to be concentrated on a certain group of
activities. We summarize four types of typically mentioned Al usage from the reasoning
texts: drafting/writing, lookup/reference, summarize, and documentation/records. We
then calculate the share of an occupation’s Al-use tasks that mention terms related to these
four categories. Figure 5 shows the distribution of the shares. Drafting and writing turn
out to be the most shared activities across tasks within an occupation for which our model
predicts an Al efficiency gain. The second most popular category is lookup and reference,
and this applies to many physical occupations, as our model reasons that Al can help
these workers look up manuals or search information from systems or online. Similarly,
documentation and recording are also well shared, as many occupations, whether cognitive
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or physical, require some documenting and recording in their job routines.

Figure 5: Activities Mentioned in Multiple AI-Using Tasks
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Notes. For each occupation, we classify the model’s stated reasoning for every task with predicted
Al use into four activity buckets by keyword matching. Each panel plots the distribution across
occupations of the share of the occupation’s Al-using tasks whose reasoning mentions the bucket;
panel titles report the mean share. A high share means the same activity is credited with Al time
savings in many of the occupation’s tasks.

Given this evidence, we conclude that the task frame design, while being popular in the
literature, is subject to both theoretical and empirical problems. As a result, from now on,
we focus on the results from our occupation frame design as our baseline results to study
the potential productivity paradox of GenAl.
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3.3 Monetary Costs and Profitability

One remaining issue in our prompt design so far is that we have not asked anything about the
monetary cost of using Al to achieve the time savings. In Equation (1), the term (b) requires
that even if an occupation is exposed to potential Al productivity gains, adoption also needs
to be profitable enough to be an economically reasonable action. While this used to be an
important concern for general purpose technologies in human history like the steam engine,
electricity, or even the personal computer, it is clearly less of a concern for GenAl. This is
because the flow costs for these Al models (subscription fees or API fees) are quite cheap
and often free for infrequent users, and that the fixed costs are computers, smartphones,
and internet service, which are largely sunk costs for most workers in advanced countries.
Our Al experiment frame allows us to easily test our intuition here. We do this by simply
adding one more question into the question block of Prompt 1: "What is your monthly
out-of-pocket cost for Al tools, in US dollars?" The results of the other questions turn out not
to change significantly under a prompt framing with this new question.

Figure 6 shows the answers of this new question. In most cases (occupations), our
model answers a cost of o or 20 dollars. This matches the real subscription fees of popular
Al services on the market. In some cases, the Al reports higher fees at 40 or 60 dollars,
but rarely beyond 100 dollars. So the monetary cost of using Al is perceived as low by our
Al simulated workers. We further compare this cost with the monetary value of the hours
saved elicited in the same answer, which is calculated using the average hourly wage of
the occupation in the OEWS data. The distribution of the ratio of the costs and benefits is
shown in Figure 6b. The mean is 2.1%, with a large mass close to 0%, and very few go
beyond 10%. Therefore, our Al experiments suggest that the profitability is likely not a
constraint for GenAl adoption as the monetary costs are simply way below the value that
they can generate.

3.4 Comparing with Existing AI Measures

Here, we discuss to what extent our baseline results of the GenAl productivity effect are
similar to or different from the widely-used GenAl measures in the literature.

EMMR Measures. EMMR design their prompt to ask both human and Al annotators if
ChatGPT and future tools built on it can help to reduce more than half of the time required
for a task relative to working without Al. They then aggregate the task-level indicator to an
occupation Al exposure measure, which indicates the share of tasks of an occupation that
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Figure 6: Elicited Monetary Costs for Al Use
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the occupation’s mean hourly wage (OEWS 2024).
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is exposed to a large productivity effect from GenAl. In our notation, their measure is thus

tO _ EAI

I
SEMMR = 3 /1 { 5 S 0.5} (9)
i=1

, Where ] is the task importance score from the O*NET data that they take as the task

weight. We have documented the potential problems of the task frame design above, but
another key distinction between their findings and ours comes from the 50% threshold. As
shown in Figure 3 and more clearly in Figure A.1, our task frame design predicts most tasks
to have nonzero time savings below 50%. This means that in Equation (9), these tasks
would be considered as tasks without any Al exposure. On the other hand, for the small
number of tasks with more than 50% time saving, most of them are in fact within the range
of 50-60%, barely having a higher number. Therefore, our results suggest that for most of
the tasks, there are some potential productivity gains but not as large as 50%. This in fact
further strengthens the main conclusion of EMMR: GenAl is a general purpose technology.

Another perhaps surprising result, despite all these differences, is that while the level of
EMMR measures and our measures differ substantially, the correlation between the EMMR
results and ours is still quite high, at 0.6-0.8, as shown in Figure A.5. Given that EMMR
measures are proposed and used mainly as a relative measure across occupations, our
results, from a very different method design, do not form a rejection of the usefulness of
their measures for that purpose. Our guess for this similarity is that perhaps whatever
the framing and design, these measures commonly capture something very simple and
fundamental about the nature of tasks and occupations and how GenAl tools can be used.
We leave further exploration of this to future work.

4 The GenAl Productivity Paradox

From the last section we have decided our preferred baseline predictions and obtained the
measures required to fill in Equation (1). In this section, we link our elicited Al predictions
with the actually realized productivity gains reported by real human workers in the U.S.
in BBD to characterize the existence, extent, and features of a GenAl productivity paradox
at the time point around mid or late 2024. We first show that there exists a roughly 6%
productivity gap between our Al predicted gains and realized gains at aggregate level,
indicating the existence of the productivity paradox. This gap stems from both limited
adoption and less efficient gains compared to the Al elicited results. The micro data from

BBD also allow us to compare our predictions and the survey results both between and

28



within broad occupations. We find that the magnitude of the productivity paradox is larger
in highly GenAl-exposed occupations than in less exposed ones, and that Assumption 1 is
largely supported by the survey data. In fact, the productivity paradox largely disappears
if we only consider the most efficient human Al users.

4.1 The Aggregate Gap

We now use our preferred occupation frame elicitation results to calculate the three mea-
sures required in Equation (1) and the productivity gains. Specifically, we aggregate our
occupational results on Al adoption and Al productivity gain conditional on adoption,
weighted by the employment data from Occupational Employment and Wage Statistics
(OEWS) published by the U.S. Bureau of Labor Statistics for year 2024. For the profitabil-
ity share, we simply set it as 100% as our Al-elicited results in Section 3.3 show that the
monetary cost is considerably lower than benefits for all Al-use occupations. The resulting
statistics and aggregated productivity gains are shown in Table 3, where we compare our
results with two existing studies, Acemoglu (2024) and Aghion and Bunel (2024) as well
as the real world benchmark, the survey results in BBD.

Table 3: Predicted versus Realized Labor Productivity Gains from GenAl

Exposed Profitable Cost Productivity
Period share (a) share (b) saving (c) gains(a-b-c)
Predicted potential gains
Our Al workers mid-2024 81.6 100 8.9 7.3
Acemoglu (2024) next 10 yrs 19.9 23 27 1.2
Aghion and Bunel (2024) next 10 yrs 60 50 40 12.0
Realized gains
U.S. workers (Bick et al., 2025) late 2024 26.4 (adoption) 5.3 1.4
Productivity gap (our prediction — realized) 5.9

Notes. Each row fills the decomposition of Equation (1): the share of occupations exposed to
GenAl (a), the share of profitable adoption among the exposed (b), and the average cost saving of
adopted occupations (c), whose product is the aggregate labor productivity gain. The literature
predictions assemble components from separate studies for a 10-year horizon; our prediction elicits
all components within one framework at the mid-2024 state of GenAl, where adoption is elicited
directly, so (a) is the predicted adoption share and (b) is 100% under free or low-cost access. The
realized row computes the same objects from the BBD survey microdata (November 2024), where
adoption is observed directly. The bottom row is the productivity gap: our predicted gains minus
the realized gains. All entries are in percent. Weighting follows each source: wage bill (Acemoglu),
employment (ours), and survey weights (BBD).
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Our first measure, the employment-weighted share of occupations exposed to Al, is
81.6%. This reflects the fact that our Al model chooses to adopt Al for work in over 9o
percent of the O*NET occupations.”* This is much larger than the number in Acemoglu
(2024) (19.9%) and the realized adoption rate in US survey of BBD (26.4%). However, we
argue that our results in fact fit the real world situation better than numbers in the previous
studies. In Acemoglu (2024), the 19.9% Al exposure is calculated as the share of occupations
that have an EMMR measure larger than o.5. We have described in Section 3.4 why the
EMMR measure can underestimate the real Al exposure, and the o.5 threshold further
aggravates this problem. The resulting prediction is that only around 20% of occupations
would find Al to be useful for the ten years starting in 2024.0n the other hand, Aghion and
Bunel (2024) borrow their 60% Al exposure from another study, Pizzinelli et al. (2023),
which is simply the proportion of employment in occupations with above-median value of
a relative Al exposure. Moreover, all these predictions, including ours, have an imbalance
issue when compared to the real survey results in BBD: the variations of all Al exposure
predictions come only from between-occupation variation, but the real survey adoption rates
have variation from both between and within occupations. Table 4 shows the importance
of the distinction between these two margins. Among all 543 sampled occupations (SOC
6-digit) in BBD’s survey, the raw adoption rate, defined as the share of occupations with
at least one weekly GenAl user for work, is 47.1%. However, many occupations have very
few respondents which can make an occupation appear non-adopting simply by chance.
If we restrict to occupations with more than 5 respondents, the adoption rate goes up to
80.3%, and 92% if more than 10 respondents. These numbers are now consistent with
our Al elicitation results. Therefore, both our Al simulated results and the real survey
data suggest that GenAl can be potentially applied to a major proportion of occupations
in the economy, and even more general purpose than the previous studies have suggested.
And we can get some hints about the reason for this wide availability from our analysis
in Section 3.2. The ways GenAl helps human workers are through general activities such
as drafting/writing, lookup/reference, and summarize/documentation, which are more or
less involved in the daily job of most modern workers. The results here also indicate that the
low adoption rate compared to our Al results is largely coming from non-adoption within
occupations, which we will discuss more later.

Our second measure also differs significantly from the ones used in the earlier studies.
The 23% in Acemoglu (2024) and 50% come from the calculation of different scenarios
in Svanberg et al. (2024), which studies the shares of computer vision technology-exposed

TEmployment-weighted average reduces it to 81.6% due to a large employment share of some non-adopting
occupations.
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Table 4: GenAl Adoption Rates from Bick et al. (2025) and Our Occupation Frame Results

Occupations (%)

BBD survey: occupations with > 1 weekly GenAI user

All sampled occupations 543  47.1
Occupations with > 2 respondents 372  59.9
Occupations with > 5 respondents 183 80.3
Occupations with > 10 respondents 88 92.0
22 broad occupation groups 22  100.0

Our AI workers: adoption across the 8 ensemble draws

Occupations with any adopting draw 923 098.8
Occupations with all 8 draws adopting 923 67.8
Mean adoption probability (unweighted) 923  9I.2
Mean adoption probability (employment-weighted) 892  81.6

Notes. The top panel reports the share of sampled occupations (SOC 6-digit) in the BBD survey
(November 2024) containing at least one weekly GenAl user, under increasing minimum cell-size
restrictions. The bottom panel reports the analogous presence measures for our Al workers across
the eight ensemble draws of the occupation frame experiment, along with the mean adoption prob-
ability, unweighted and employment-weighted. Small cells mechanically understate presence: the
median BBD occupation cell has 3 respondents, and at BBD’s individual adoption rate (26.4%), eight
independent draws would show at least one adopter in 91% of occupations. The cell-size restrictions
condition on sampled cell size, which correlates with occupation employment, so the climb across
rows mixes better sampling with possibly higher adoption in larger occupations.

31



tasks that would be cost-effective for firms to adopt own Al solutions for automation. This
discrepancy shows a key difference in how we can consider the definition and nature of
the GenAl technologies. If we regard GenAl models and tools as similar to old-generation
technologies for which firms play the dominant role in adoption, like the steam engine,
electric motor, or even IT systems, then it is reasonable to think about whether firms
would adopt some new Al automation system by comparing the costs with human workers.
Such aspect of GenAl technologies does exist. For example, some firms may consider
adopting internal LLMs for better performance or privacy/policy concerns, or specific Al
tools attached to their incumbent systems, and need to weigh the costs and benefits of doing
so. However, one important nature of GenAl models, differ from most earlier generations
of general purpose technology perhaps except for internet, is that they are generally non-
rivalrous technologies not embodied in tangible capital but easily accessible by mass workers
individually through the internet and personal digital equipment at fairly low costs if not
free. While the firm-led GenAl adoption may lead to further large productivity gains in
the future, we should also not overlook the effects of GenAl on labor productivity as a new
and democratized general intelligent technology already available for the workers and the
economy. Our Al experiments exactly measure the latter by prompting "the generative Al
systems publicly available", and so does the human survey of BBD. As a result, we believe
our 100% is a reasonable number here for the profitability share based on our experiments
in Section 3.3.

Our third measure further differs from the numbers in the previous studies, but this time
in an inverse way and most aligned with the real survey results. The employment-weighted
cost saving (time saving) conditional on Al-use occupations in our results is 8.9%, above
the 5.3% in BBD survey. But it is way below the 27% and 40% used in Acemoglu (2024)
and Aghion and Bunel (2024), respectively, which are different averages of the results
from three lab and field experiment papers that estimate GenAl productivity effects for
certain tasks or jobs (Noy and Zhang, 2023; Peng et al., 2023; Brynjolfsson et al., 2025).
Acemoglu (2024) makes it clear that by using these separate estimates, strong assumptions
of extrapolation are required, but these are the best estimates in the literature at the
time the paper was written. Our method in Section 2 helps us to directly generate the
productivity effects for all occupations without any further extrapolations, in a way not
separate but integrated with the generation of the other two measures. Moreover, our
economics model shows that task-level results cannot be easily extrapolated or aggregated
into occupations with the existence of occupational-level costs. Figure 2 shows that among
our occupation frame results, very few occupations have more than 15% of productivity
gains, or more than 8 hours saved, and the average 7.9% is perhaps lower than the lower

32



bound in the literature that uses lab and field experiments to study the productivity impact
of GenAl. Yet, the real-world number, self-reported by US workers, is even lower than our
number, at only around 5%. And this comparison likely underestimates the discrepancy
between our predicted results and the achieved results as the 26.4% of real workers who
select into Al adoption are likely the ones who perceive the most Al efficiency gains among
the population. We further examine the features and reasons of this discrepancy through
the lens of our framework later.

Overall, our Al elicited results indicate an aggregated productivity gain of 7.3%, well
above the 1.4% calculated from the real survey.And the 5.9% gap between them is the
"productivity paradox" of GenAl that we find in late 2024. From Table 3 and our discussion
above, it is clear that this productivity gap comes from two channels: limited adoption
among the work population, and low productivity gains conditional on Al users. Both
margins contribute significantly to the productivity gap observed here. In the next subsec-
tion, we further study these two margins by examining the variations between and within
occupations.

4.2 Between- and Within-Occupation Gaps

We now investigate how the productivity gap varies across and within occupations. We
start with between-occupation variations. Figure 7a illustrates the comparison between
our Al elicited time saving versus the realized time saving in BBD across broad occupation
categories (SOC 2-digit). In general, there is a positive relationship between the two
measures, indicating that occupations predicted with higher Al time savings do achieve
larger productivity gains. However, for all occupations, there exists a positive productivity
gap: our Al elicited productivity gain is larger than the achieved one in the BBD survey.
Also, the slope is much flatter than the 45-degree line, indicating that the productivity
gap is disproportionately larger among high GenAl-exposed occupations than low-exposed
ones. For example, Computer & Math and Legal are two broad occupations that have the
largest predicted Al gains, beyond 12%, but in the survey results, the former has only 2.6%
time saving, despite being the highest among all, and the latter has below 0.5%, among
the lowest group. On the other hand, for occupations like food preparation and transport,
while they have the lowest productivity gains both predicted and achieved, the absolute
gaps are relatively small, within 2 percentage points. We then decompose this gap by
showing two margins: the adoption rate and the productivity gains of Al users, as shown in
Figure 7b and Figure 7c. Figure 7b shows that the correlation between adoption rate in our
results and in the survey is also positive, and even stronger than for the unconditional time
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saving. However, the same pattern remains here: all occupations have a significantly lower
adoption rate than our Al prediction, and the gap is in general larger among occupations
with higher predicted adoption rates. In fact, for around half of the 22 broad groups,
our Al predicts an over 9o percent adoption rate, but most of them have well below 50%
adoption rates in the survey results. Things are, however, a bit different for the conditional
productivity gain as shown in Figure 7c. Conditional on Al users, a few low Al-exposed
occupations have real workers reporting more time saving than our Al predictions. But
for high Al-exposed occupations, their productivity gains are still way below the predicted
values. Moreover, the correlation between our predictions and survey results becomes
close to o or slightly negative. This suggests strong selection of Al use into low Al-exposed
occupations, and a large non-time component of occupational constraint (D), such as lack of
technological expertise. To sum up, the productivity paradox exists for all occupations and
is substantially large among those occupations with high GenAlI productivity gain potential.
The gaps come from both low adoption rates and low productivity gains achieved by Al
users, especially for high exposed occupations. But for some low-exposed occupations, the
workers who select to use Al achieve similar or higher time savings than our predictions.

The second margin, Al productivity gains conditional on Al users, can be further decom-
posed into two factors, the time that these workers use Al and the time saving produced
per that time. As both BBD survey and our experiments ask for the weekly Al use hours, we
can further compare these two dimensions. Figure 8a shows that the Al use time pattern is
quite different between our Al elicitation and the survey results. Our Al elicited Al use time
ranges from o to 16 hours, and most concentrated in 3-8 hours. However, human reported
Al use time have both a large mass at 0-2 hours and a more dispersed distribution up to
40 hours. Overall, the mean of the weekly Al use hours is quite similar between the two
results, at around 5 hours. So compared to our Al simulated results, many human workers
spend less time using Al while some workers spend way more time. Next, Figure 8b shows
the efficiency of Al use: the ratio of Al time saving and Al use time. Our Al results show
a clear linear relationship with a slope close to 0.5: one more Al use hour, half an hour
more saved. However, for the human results, the positive relationship is more flat and less
clear. The slope is only 0.08, and the dispersion of hours saved is large conditional on Al
use time. Thus, long Al use time does not translate into proportionally higher time saving
for many human workers. This suggests that the low productivity gains among Al users in
high-exposed occupations are likely an efficiency problem.

Lastly, we examine the within-occupation variations among human workers. Previously,
we have discussed that there is large dispersion in Al adoption even within each occupation:
even for high Al-exposed occupations, more than half of the workers choose to not use Al
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Figure 7: Elicited Al Results (Occupation Frame) versus Survey Results (BBD)
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(c) Time Saving Conditional on Al Users
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Notes. Each dot is one of the 22 broad occupation groups (SOC 2-digit). The horizontal axes aggregate
our occupation frame elicitations to the group level using OEWS 2024 employment weights; the
vertical axes show the corresponding statistics computed from the BBD survey microdata (November
2024) with survey weights. Panel (a): time saving as a share of weekly work hours over all workers,
with non-users counted as zero. Panel (b): the share of workers using GenAl for work. Panel (c):
time saving conditional on Al users. Grey dashed lines are the 45-degree line; red dashed lines are
OLS fits, with the correlation and slope reported in each panel.
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Figure 8: Al Use Time and Efficiency
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despite the rest of their peers doing so. We now show that such dispersions also exist among
Al users, and the productivity paradox that we have shown between our Al elicitations
and the average human outcomes has a similar representation within human workers.
Figure 9 shows a subsample version of Figure 7a and Figure 7c by limiting the human
sample to top 25% Al users measured by their Al time saving. The results show that the
productivity paradox almost disappears. For low Al exposed occupations, there is now a
large negative productivity gap: these human workers report an Al time saving larger than
our Al predictions. For high Al exposed occupations, the average of these workers now
locates close to the 45-degree line, so their reported time savings are now well aligned with
our Al results. Another related and interesting exercise we can do is to use the distribution
of human AI users to inversely characterize our Al workers. This also helps us to validate
our Assumption 1. Figure gb shows where our Al workers locate within the distribution of
human AI users’ time saving. In most occupations, the results confirm Assumption 1: our Al
agents perceive higher time saving than average human workers and often higher than the
75th percentile. This is especially so in occupations with more Al users such as Computer &
Math and Management. The only exceptions are several low Al exposed occupations such
as Construction and Transport, which are potentially subject to strong selection as we have
discussed earlier.

Therefore, the productivity paradox that we find in our aggregate results seems to in
fact indicate a paradox of heterogeneous workers. Some human workers have adopted
GenAl and achieved the productivity gains close to the ideal use cases that our Al model
predict, while the remaining workers within the same occupations somehow remain at no
use, low use, or inefficient use of GenAl models and tools. This indicates a new worker-
level productivity paradox perhaps very different from early generations of general purpose
technology.

5 Discussion on Bottlenecks

Our previous results suggest that there exist large gaps between the Al elicited potential
productivity gains and the realized gains among the average US workers. In other words,
many human workers, except those top Al users, face some real world constraints that
prevent them from adopting GenAl and/or achieving the potentially available time saving
that our Al simulated workers perceived and those top human Al users achieved. More-
over, one may notice another potential productivity gap or paradox, that is between the
techno-optimism that expects explosive economic growth and Al capable of doing most
human cognitive jobs and our Al prediction results that show not-small but perhaps also
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Figure 9: Al Time Saving: Top Human Users and Al Elicitations
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not-remarkable single-digit productivity gains. In other words, our Al models are not
techno-optimist themselves, predicting only moderate productivity increases from GenAl
and refusing a forecast of Al fully automating human work. This again indicates some
potential bottlenecks for GenAI's productivity effects. In this section, we discuss some po-
tential constraints and bottlenecks through the lens of our economics model and elicitation
framework. We first focus on those worker-level constraints, given that the productivity
paradox we have found is a worker-level one, and our framework does a relatively easy job
of investigating them. Some of them are rather new and unique to the literature given the
democratized nature of GenAl technologies: in many cases, it is workers now playing an
important role in the decisions of adoption and using new technology. We next examine if
Al capabilities form a bottleneck and if the improvements in Al capabilities since mid 2024
change our results. Lastly, we briefly discuss some traditional constraints focused in the
productivity paradox literature, including firm complementary investment and reorganiza-
tion and macro Baumol effects, which are perhaps more important over the long run but
largely beyond the scope of our framework.

5.1 Human-in-the-loop

The first constraint we investigate is the human overhead time cost at task level (¢) and at
occupation level (C = }; ci(m],t7) + ®(m")), the costs that form the tradeoff against the
benefits of GenAl in our economics model. ¢ is the time that an Al user needs to articulate
the tasks, monitor and verify the jobs, and integrate them with her own work. For @, our
definition in Section 2.1 can contain not only time costs such as tool switching, workflow
disruption, and generic cognitive load of managing and running Al assistants, but also
non-time costs such as technological inertia, skepticism on Al results, and privacy or firm
policy concerns. We focus on the former here and touch on the latter at the end of this
subsection and in the next subsection.

In Figure 8b we have shown that our Al model elicitations have a systematic pattern that
around half of the AI use time can be translated into Al time saving. In comparison, human
workers, especially those who use Al for more than 4 hours, have a significantly lower
translation rate from Al use to time savings. Given that the Al use time is likely a rough
measure of both Al use overhead time and own work time within an integrated task session
in which Al has been used, this indicates that one major constraint for workers to achieve
as high productivity gains as our Al results can be the human overhead costs required to
manage Al Unfortunately, the BBD survey does not have an overhead cost question similar
to the one in our prompts. So now we illustrate the patterns of the overhead costs in our
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Al elicitation results and take it as a lower bound for human overhead costs. Figure 10
illustrates the ratio of the elicited overhead time costs to the elicited time saving using the
results in both the task frame and the occupation frame. In both cases, we observe a linear
relationship between the two measures, similar to the one observed in Figure 8b. In the
task frame results, for one unit of time saving, around 30% is required as human overhead
costs of managing Al In the occupation frame results, around 40% is necessary instead to
achieve one unit of time saving for the occupation’s weekly job. These results suggest that
even our Al simulated agents perceive not-small variable time costs required for human
workers to achieve any productivity gains from using GenAl. If the comparison between our
Al workers and human workers in Figure 8b also applies to overhead costs, we can imagine
that the ratio of overhead costs to time saving would be even higher for human workers,
resulting in a larger slope or even a convex curve compared to what we see in Figure 10.

Figure 10: Overhead Costs of GenAl Time Saving
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Notes. Each dot is a task (left panel, task frame) or an occupation (right panel, occupation frame),
plotting the elicited overhead time of managing Al against the elicited Al time saving, both as shares
of work time. Solid lines are OLS fits, with slopes reported in each panel.

Such overhead costs, or human-in-the-loop costs, pose two important implications for
the potential impact of GenAl. First, the productivity gains of GenAl would be capped
by the limitation of human workers. Even if Al is fully subject to economies of scale or
can be improved further in the future, as long as this overhead-saving ratio does not fall,
humans would be the unsolvable bottleneck for Al productivity gains. For example, if in
the real world workers always need one unit of overhead time to achieve one unit of net
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time saving, the productivity effect would be bounded at 50%. As a result, reducing the
necessity of human overhead time to manage Al is an important direction to release the
potential productivity gains. The more recent development of autonomous Al agents is
a clear advance in this direction. The second implication of the overhead costs is about
labor demand and automation. The other side of the coin of this overhead cost issue, and
the more beneficial side, is that GenAl seems to be a technology that directly generates a
significant amount of new tasks for human workers. Acemoglu and Restrepo (2018, 2019)
argue that in history, new automation technologies often automate and displace workers
in the short run but then generate new tasks to rebalance labor demand over the long
run through creating new jobs. Our evidence here indicates that GenAl, different from
historical automation technologies, is able to directly and immediately generate new tasks
for incumbent workers and retain the labor shares in their jobs.

Another useful message from Figure 10 is that the overhead-saving ratio is higher in our
occupation frame results than in the task frame results. This indicates a larger overhead
costs at occupational level, i.e. C > }; ¢;(m], t), and ®(m") > 0. This is consistent with our
findings in Section 3. So it seems that choosing to incorporate GenAl in the weekly work
process involves some overhead tasks at the occupational level beyond the consideration for
individual tasks. Another evidence of a positive @ from our experiment results can be found
among occupations that are rejected for Al adoption in our occupation frame. Figure 11
shows that while in our occupation frame design, our Al agent chooses to not adopt GenAl
for its work, in the task frame design, our Al model still predicts a non-zero time saving
in many tasks of these occupations and a non-trivial task-aggregated time saving ratio.
Therefore, these occupations are rejected by occupational constraints, which can be due to
time costs, psychological costs, or regulation concerns.

5.2 Worker Characteristics

One remarkable result from Section 4 is that while in most occupations we observe some
human workers adopt GenAl and achieve significant time savings, the adoption rates among
human workers are in general below 50%. This suggests that some constraints are clearly
attached to idiosyncratic worker characteristics. For example, some people might have in-
ertia towards new technologies via computer or smartphone, or some might hold a strong
belief that GenAl can only provide wrong or useless responses. While these individual
characteristics are difficult to capture in usual datasets, they are arguably correlated with
demographic variables, which are available in the BBD micro data. Using their data, Ta-
ble B.4 shows that higher-education and middle-aged workers have on average higher GenAl
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Figure 11: Task Frame Results For Occupations Rejected in Occupation Frame
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Notes. The sample is the occupations in which our Al agent chooses not to adopt GenAl in the
occupation frame. For these occupations, the figure shows the distribution of the share of their tasks
with predicted Al use in the task frame, and the distribution of the task-aggregated time saving over
all their tasks.

adoption rates than lower-education and elderly workers. For Al time saving conditional
on Al users, education somehow does not hold much explanatory power, but age still holds
a significant negative correlation. And these patterns still hold after conditioning on the
different occupation distributions among different demographic groups. This suggests that
technological literacy or digital literacy might be an important constraint for achieving
GenAl adoption and productivity gains.

One interesting exercise following this finding is to use our Al agent to simulate workers
of different demographic characteristics and see if similar results occur from our Al exper-
iments. It also helps to further validate Assumption 1 by seeing whether our Al agent can
well simulate different human agents’ optimization behavior. We conduct this extension by
simply adding demographic texts into the Worker Block of Prompt 1 and run our occupation
frame experiments with the extended prompts. The results, along with our baseline re-
sults, are shown in Table 5. Compared to our baseline design without any education or age
persona, an age-40, graduate-degree persona generates a higher aggregated time saving
at 8.3%, whereas an age-60, high-school persona generates a significantly lower aggregate
productivity gain at 5.6%. The largest difference comes from the adoption rate, which is
92.5% for the former and 71.2% for the latter. The difference in time saving conditional
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on users is relatively small, at 9.0% and 7.9%, respectively. This difference mainly comes
from gross time saving (the sum of net saving and overhead costs), and the differences in
the overhead ratio contribute little. These results are at least qualitatively consistent with
the variations across demographic groups in the survey data and further validate our Al
simulation. However, these numbers are still more optimistic than the achieved outcomes
in the survey data, suggesting that our Al simulated agents likely still overlook some real

world constraints.

Table 5: Results from Al Models with Different Personas

Time saved (%) Adoption Gross saved Overhead Al use
Worker persona Net, all Net, users (%) (%, users) (%, users) (%, users)
Baseline (no persona) 7.1 8.6 82.0 12.0 3.3 12.4
Composite personas
Age 40, graduate degree 8.3 9.0 92.5 12.5 3.6 13.6
Age 60, high school 5.6 7.9 71.2 11.3 3.4 10.3

Notes. Margins of the predicted Al time saving across worker personas, expressed as a percentage of
each occupation’s real weekly work hours (ACS 2024) and aggregated with OEWS 2024 employment
weights. Each persona cell changes only the first sentence of Prompt 1; the baseline row uses “a
worker with average expertise.” Net time saved is the elicited weekly saving as a percent of work
hours (All: over all occupations with non-users as zero; Users: conditional on adoption). Adoption
is the employment-weighted share choosing to use Al. Gross saved adds the separately elicited Al-
management overhead to the net saving, and the overhead column reports that overhead as a percent
of work hours among users, so Gross equals Net (users) plus Overhead. Al use is weekly Al use time
(days times hours per day) as a percent of work hours among users. The baseline row uses a single
temperature-o run to match the persona cells, which are single runs; its numbers therefore differ
slightly from the ensemble-based figures in Table 3.

5.3 Al Capability

GenAl has improved rapidly since the milestone launch of ChatGPT, to such a level that
computer scientists have to keep developing new and difficult benchmarks to measure their
capabilities. Thus perhaps the low productivity gain at mid or late 2024 is just because of
the limited capabilities of the AI models at that time. Similarly, the workers who didn’t
adopt Al or achieve less productivity gains might be those free users who could only access
inferior models at that time. To test the potential impact of Al model capabilities, we repeat
our baseline occupation frame experiments using a set of models with different knowledge
horizons. The timing variable in Prompt 1 is also updated based on the knowledge horizon

of the model, so in this way, we can provide predictions for post-2024 Al systems. By
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allowing models to know things after mid 2024, we risk the "training leakage" problem as
the more recent and advanced models may also know more GenAl relevant results about
human workers from their training data. In addition, many popular models in the set are
proprietary models that are likely to be deprecated in the future, disabling reproducibility.
Despite these concerns, we think this is an interesting and useful exercise as it helps us
know to what extent our results hold across models of different generations, and how we
may expect increasingly advanced and powerful models to predict the productivity gains
from themselves.

The results of this exercise are shown in Table 6. We pick 4 models with mid-2024
knowledge cutoff and 4 with post-2024 knowledge cutoff. All are reasoning models but
come from different model families. For two post-2024 knowledge-cutoff models, Gemma-
4-31B and gpt-5.4-mini, we also test a version of the prompt with mid-2024 framing in the
Al Block. This forces a more direct comparison by asking the same Al model to consider
the Al tools of different generations. The first finding is that while prediction results from
different models do vary to some extent, most of them stay within a reasonably consistent
range. For example, the aggregated time saving for most models is within the range of
4.9-8.5%, except the extraordinarily low predictions from gpt-5.4-mini. The adoption rates
are concentrated around 70-80%, except that gpt-5-mini predicts a 99% adoption rate.
The time saving conditional on Al users varies relatively widely, between 6-11%. Thus our
qualitative results obtained so far largely hold across different models, especially comparing
the huge discrepancy between our results and the measures used in previous studies as
shown in Table 3. The second finding from Table 6 is that more advanced models with more
recent knowledge horizons do not predict significantly higher productivity gains. In some
cases, the predictions in fact fall for models within certain model families, such as the results
from gpt-5-mini versus the ones from gpt-5.4-mini. This may be due to some changes in the
process or targets of reinforcement learning from human feedback (RLHF) of post-training
among more recent models, e.g. preferring more human-respecting and Al-constrained
content. Our comparisons between 2024mid and 2025 framing within Gemma-4-31B and
gpt-5.4-mini helps to resolve such potential problems and forces a cleaner comparison.
However, the results from these two models show again that while they increase their
predictions under a 2025 framing compared to a mid-2024 framing, such increases are
moderate and way smaller than model-to-model variations. Therefore, our results suggest
that, from these Al models’ own perspectives, the improvements from mid-2024 Al system
to early- or mid-2025 system generate limited changes in potential productivity gains
for human workers. Note that this result does not predict that in the real-world work
population, the self-reported time saving would not increase over this period, as the gap
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between our Al elicitations and falling-behind human Al users can shrink over time. Yet,
it does predict that those top Al users are likely to see only marginal increases during the
same period, a falsifiable prediction that can be tested using future data.

Table 6: Results from Al Models with Different Knowledge Horizons

Time saved (%) Adoption Gross saved Overhead share Al use

Model Net, all Net, users (%) (%, users) of gross (%) (%, users)

Mid-2024 knowledge horizon

gpt-oss-120b (min2 baseline) 7.1 8.6 82.0 12.0 27.9 12.4
gpt-0ss-20b 5.2 7.2 73.1 9.5 24.4 10.3
gpt-5-mini 8.5 8.5 99.8 11.3 25.2 10.6
Claude Haiku 4.5 4.9 6.5 74.9 9.6 32.1 9.5

Early-2025 knowledge horizon

Gemma-4-31B 7.9 II.0 71.6 15.3 27.9 12.7

mid-2024 framing 7.6 10.9 69.7 15.0 27.6 12.2
Gemini-3.1-Flash-Lite 6.6 9.5 69.0 12.4 23.2 14.4
Claude Sonnet 4.6 5.3 6.3 85.0 8.9 29.7 7.1

Mid-2025 knowledge horizon

gpt-5.4-mini 4.5 5.8 77.3 8.8 33.4 6.8
mid-2024 framing 3.8 5.2 72.3 8.0 34.3 5.8
s.d. of log 0.23 0.22 0.I12 0.19 0.05 0.26

Notes. Margins of the predicted Al time saving across models, expressed as a percentage of each
occupation’s real weekly work hours and aggregated with OEWS 2024 employment weights, with
each model run under its matched Al-era framing (see Table B.1). Net time saved is the elicited
weekly saving as a percent of work hours (All: over all occupations with non-users as zero; Users:
conditional on adoption). Adoption is the employment-weighted share choosing to use Al Gross
saved adds the separately elicited Al-management overhead to the net saving (users); the overhead
share is that overhead as a percent of the gross saving, so the columns satisfy Net (all) = Adoption X
Gross (users) X (1 — overhead share). Al use is weekly Al use time as a percent of work hours among
users. The “mid-2024 framing” rows re-run the same model with the Al-era framing backdated
to mid-2024, providing within-model comparisons across Al eras. The gpt-oss-120b row uses our
baseline instrument; the remaining rows use an earlier variant of the occupation frame instrument
with a slightly different work-hours denominator. The bottom row is the standard deviation of natural
logs across the models sharing that earlier design.

5.4 Other Bottlenecks

Lastly, we briefly discuss how some classic bottlenecks in the productivity paradox literature
can be applied to GenAL
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One popular explanation of the productivity paradox for general purpose technologies
such as electricity and the computer has been the requirement of complementary investment
and reorganization to truly make the new technologies effective and profitable (David, 1990;
Bresnahan and Trajtenberg, 1995; Brynjolfsson et al., 2021). Our worker-level analysis so
far argues that one distinguishing feature of GenAl compared to earlier generations of
general purpose technology is that it is directly available to mass workers through the
internet and cheap or free services. Some workers have achieved significant productivity
gains from GenAl without any firm-led investment and adoption. GenAI’s general cognitive
capabilities, such as writing and lookup, add direct help to millions or billions of workers’
existing job routines even without many changes in job content or reorganization. In
other words, GenAl is perhaps the general purpose technology so far in human history
with the lowest adoption and adaptation costs. Therefore, we argue that the worker-level
productivity paradox that we find is something rather new with distinctive micro constraints
before thinking about traditional firm-level constraints.

On the other hand, we believe that the firm-level constraints such as complementary
investments and organization restructuring may still matter in the medium or long run.
These constraints would further widen the worker-level productivity paradox that we have
calculated here, and our worker-level analysis provides good reasons for why they can
be promising. For instance, one key part of the constraints that we have found in our
worker-level analysis is the human-in-the-loop costs and idiosyncratic worker refusal of Al
adoption or use. These constraints can be potentially removed if firms invest in GenAl
systems to entirely replace the human workers and drive them out of the loop, or to make
GenAl use a standard work routine in a well-scheduled work process. Moreover, due to
the general purpose, non-rivalrous, and capital-free nature of GenAl, this might even be
achieved without much expensive investment by firms for their specific uses, and the major
investments would be conducted at the global frontier level. The recent improvement in Al
coding agents and general agents such as Claude Code and Codex since mid-2025 shows
exactly the development in such an autonomous direction that requires less and less human
involvement, while having the costs still largely manageable for most firms. Given that even
the most advanced Al models in our experiments have a knowledge cutoff at mid-2025 and
realize little impact of such Al agents, it remains an empirical question how these new
advances in GenAl would improve the potential productivity gains and the productivity

paradox we observed.
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6 Conclusion

This paper develops a method to quantitatively assess the existence, size, and characteristics
of a productivity paradox of the new GenAl technology. We do this by using GenAI models
themselves to simulate hypothetical human workers and predict productivity gains from
GenAl models and tools. We find that large gaps exist between the Al-predicted productivity
gains and the realized productivity effects reported from real-world surveys in late 2024.
We discover that this gap is due both to more limited adoption of GenAl for work than
predicted, and to limited efficiency gains achieved by real workers despite intensive use.
This productivity gap is largest in highly-exposed occupations, where Al potential gains
are most promising. However, it disappears if we limit the human sample to the best
Al users. Therefore, the productivity paradox we observe here is a worker-level one,
with a small share of workers already achieving near-ideal use but a majority of workers
still falling behind. We suggest that the reasons for these distinct results can come from
differences in Al-managing efficiency and technological literacy, as well as potential privacy
or regulation concerns. If and how this discrepancy among workers would shrink and close
is an interesting empirical question for future work. Through our framework’s lens, we
also find that the current GenAl technology is still largely constrained by human-in-the-
loop costs, resulting in relatively limited productivity gains even within our Al predictions.
Further development of the technology such as autonomous Al agents may enlarge the
potential gains but also bring stronger human displacement concerns than at the current
stage.

Al Statement. Generative Al was used in this project for plan discussion, literature ex-
planation, code writing (the main part), and proofreading. The author admits a great time
saving due to GenAl’s assistance. Meanwhile, the author has performed the entire human
job of literature learning, idea generation, critical thinking, Al-agent management, and
drafting. The author holds full responsibility for all results of the paper.
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Appendices

A Additional Figures

Figure A.1: Task-level Time Saving Ratio from Task Frame Experiments
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Notes. Distribution of the elicited Al time saving as a share of task time across all tasks in the task
frame experiment. The dashed line marks the 50% threshold used to define exposure in Eloundou
et al. (2023).



Figure A.2: Task Frame Results Using DWA/IWA
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Notes. Same exercise as Figure 4, but replacing the O*NET task list with the official coarser activity
catalogs: detailed work activities (DWA) and intermediate work activities (IWA). Axis labels report
the mean number of units per occupation. Unlike the similarity-based bundles, these catalogs barely
reduce the aggregated time budgets, indicating that they do not remove the overlap across units.

Figure A.3: BBD Adoption Rate and Conditional Al Time Saving
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Notes. Within the BBD survey (November 2024), each dot is a broad occupation group, plotting Al
users’ conditional time saving against the group’s adoption rate. The near-zero slope shows that the
two margins are essentially uncorrelated across occupations.
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Figure A.4: Productivity Gap and Occupational Wage Level
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Notes. Each dot is a broad occupation group. The vertical axis is the gap between our Al-elicited time
saving and the realized time saving in the BBD survey (both over all workers, in percentage points);
the horizontal axis is the log median annual wage of the group (OEWS 2024).
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Figure A.5: Comparison with Human-Annotated Measures in Eloundou et al.
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Notes. This figure validates our Al-generated measures against human-annotated measures from
Eloundou et al. (2023). Panel (a) shows correlations between our task frame time savings and
EMMR human annotations (current a, future-weighted g, and combined (). Panel (b) shows the
same correlations for EMMR’s own GPT-4 generated exposures. Our measures achieve comparable
correlations (0.7-0.88) with human annotations as EMMR’s own Al-generated measures.
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Figure A.6: Comparison with Relative Al Exposure Measures from Claude User Data in
Handa et al. (2025)
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Notes. This figure validates our measures against real GenAl usage data. The panels show correlations
between our time saving predictions (across our elicitation designs) and relative Al exposure measures
constructed from actual Claude user data by Handa et al. (2025). All correlations are positive and
substantial (0.5-0.67), indicating that our LLM-generated predictions capture meaningful variation
in real-world Al adoption patterns.
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B Additional Tables

Table B.1: Information of All Tested Al Models

Model Developer =~ Weights  Reasoning Released Knowledge cutoff Effective horizon
(stated) (probed)
Mid-2024 knowledge horizon
gpt-0ss-120b T OpenAl Open Yes Aug 2025 Jun 2024 ~ mid-2024
gpt-o0ss-20b OpenAl Open Yes Aug 2025 Jun 2024 ~ mid-2024
gpt-5-mini OpenAl Proprietary Yes Aug 2025 May 2024 ~ mid-2024
gpt-4.1-mini OpenAl Proprietary No Apr 2025 Jun 2024 ~ mid-2024
Claude Haiku 4.5 Anthropic  Proprietary Yes Oct 2025 Feb 2025 ~ mid-2024 %

Early-2025 knowledge horizon

Gemma-4-31B Google Open Yes Mar 2026 Jan 2025 ~ early-2025"*
Gemini-3.1-Flash-Lite Google Proprietary Yes May 2026 Jan 2025 ~ early-2025
Claude Sonnet 4.6 Anthropic  Proprietary Yes Feb 2026 Aug 2025 ~ early-2025

Mid-2025 knowledge horizon

gpt-5.4-mini OpenAl Proprietary Yes Mar 2026 Aug 2025 ~ mid-2025

Notes. The primary model (7) is run on the full battery of elicitation designs; the remaining models
replicate the core occupation frame design as cross-model robustness checks. Knowledge cutoff
is the developer-stated training or knowledge cutoff. Effective horizon is the period at which the
model’s knowledge of the Al landscape is genuinely reliable, established by a four-mode knowledge
probe (free recall, honesty, framing-conditioned recall, and targeted recognition of dated landmark
releases); it can lag the stated cutoff because recent training data is sparser. The dated Al framing
supplied in each prompt is matched at or below the model’s effective horizon.

56



Table B.2: An Example of O*NET Task Data and Our Al Elicited Answers: Police Officers

Hours/ Al saves
O*NET task statement Al use credited (stated week (hours)
reasoning)

Police and Sheriff’s Patrol Officers (33-3051.00) — 30 O*NET tasks

Provide for public safety by “draft incident reports, look up 36.0 2.5
maintaining order, responding to statutes, and prepare

emergencies. . . community-outreach messages”

Patrol specific area on foot, horseback, — 32.5 0.0

or motorized conveyance. . .

Drive vehicles or patrol specific areas  — 30.0 0.0
to detect law violators. . .

Investigate illegal or suspicious “draft report narratives, 12.5 2.5
activities. summarize long witness

statements”
Question individuals entering secured — 12.5 0.0
areas. . .
Monitor, note, report, and investigate  “help draft those reports, 12.0 2.0
suspicious persons. . . summarize field notes, and quickly

look up relevant statutes”

Identify, pursue, and arrest — 12.0 0.0
suspects. . .
Monitor traffic to ensure motorists — 12.0 0.0

observe traffic regulations. . .

Sum of the 22 remaining tasks 90.0 8.3
Task frame: sum of the 30 separate 249.5 15.3
answers

Occupation frame: whole job, one “help draft incident reports, 43.0 2.0
question summarizge traffic citations, and

quickly look up statutes”

Notes. See the notes to Table 2.
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Table B.3: Comparison of Al Usages in Our Task Reasoning and BBD Survey

Our bucket / pile % BBD category / pile %
drafting/writing 73.3 Writing Communications 66.7
documentation/records 56.2 Documentation/Instructions 50.4
lookup/reference 68.0 Searching for Facts/Info 53.9
summarize 33.4 — (no separate category) —
translate/interpret 6.8 — (no separate category) —
Pile: summarize + transl./interp. 38.3 Interpret./Translate/Summarize 53.0
data/code 18.6 Coding + Data Analysis/Visual. 66.0
scheduling/admin 10.3 Administrative Tasks 43.2
Pile: drafting + docum. + admin 85.7 Writing + Docum. + Admin 88.5
Mention/tick breadth 2.90 of 7 (41%) Categories ticked 4.63 of 11 (42%)

Notes. The left columns report the employment-weighted mean share of an occupation’s Al-using
tasks (task frame) whose stated reasoning mentions each keyword bucket. The right columns report
the weighted share of Al users in the BBD survey (November 2024) selecting each category from the
survey’s 11-category menu. Rows in italics union several buckets or categories for comparability. The
breadth row shows that the two instruments elicit similar tick fractions.
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Table B.4: Worker Characteristics and Al Adoption/Use in BBD

Adoption (%)  Cond. saving (%)

Raw Occ.-adj. Raw  Occ.-adj. N Nusers

All employed 26.4 - 5.35 - 3,697 925
Education (November 2024)
Less than high school 9.7 13.9 6.31 5.69 76 4
High school / GED 19.8 22.3 6.08 6.02 968 153
Some college, no degree 19.5 22.0 5.06 4.90 621 109
Associate’s degree 19.3 20.1 5.09 5.42 416 88
Bachelor’s degree 34.8 32.2 5.I3 5.14 990 323
Graduate degree 39.8 35.9 5.22 5.27 626 248
Age (November 2024)
1824 17.9 22.2 7.04 7.02 528 90
25-34 31.5 31.7 5.84 5.90 874 251
3544 33.2 32.3 5.30 5.35 878 274
45-54 25.3 24.4 4.87 4.75 780 212
55-64 16.5 15.5 3.78 3.72 637 98
Sex (November 2024)
Male 27.8 27.1 5.5I 5.33 1,948 567
Female 24.9 25.6 5.17 5.37 1,749 358
Sex (August 2024)
Male 32.2 31.5 - - 1,745 -
Female 23.9 24.6 - - 1,493 -

Notes. Computed from the BBD survey microdata (November 2024 wave; the August 2024 wave
for the second sex panel). Adoption is having used generative Al at work last week (percent);
conditional saving is Al users’ reported time saved as a percent of actual weekly hours. Raw columns
are survey-weighted group means among employed respondents; adjusted columns re-estimate each
profile holding occupational composition fixed (weighted least squares on characteristic dummies
plus broad-occupation dummies, centered on the weighted grand mean). The survey covers ages
18-64. The high raw conditional saving of the 18-24 group partly reflects a part-time denominator
artifact: saved hours are flat across ages 18-54, and restricting to full-time workers brings the group
in line with ages 25-54.
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